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Problem Statement

A bank can increase its 
profits by up to 85% by 
improving the retention 
rate by up to 5%

Customer acquisition has 
become more costly due to 
an increasingly competitive 
business environment

Bank Churn Churn is expressed as a degree of customer inactivity or 
disengagement, observed over a given time

1 2 3 Customer segmentation 
can identify customers at 
risk of leaving to reduce 
churn rates

Banks require predictive models to reduce customer churn, which allows them to target their efforts to 
increase profits and reduce costs for customer acquisition.



Factors used to predict bank churn
Bank churn – when customers stop actively using or terminate their 

accounts at the bank – can be measured based on a few factors: 
 1 Credit Score

2 Geography

3 Gender

4 Age

5 Tenure

6 Balance

7 Number of Products

8 Has Credit Card

9 Is Active Member

Estimated Salary10

• To develop a predictive model using the parameters available from dataset 
• To fine tune parameters in different models (e.g. K-nearest neighbours, Decision Tree Classifier) to improve 

accuracy of model

Aims of Project



Data Pre-Processing

Feature Remarks Type (df.dtypes)

RowNumber corresponds to the record (row) number and has no effect on the output int64

CustomerId contains random values and has no effect on customer leaving the bank int64

Surname the surname of a customer has no impact on their decision to leave the bank object

CreditScore can have an effect on customer churn, since a customer with a higher credit score is less likely to leave the bank int64

Geography a customer’s location can affect their decision to leave the bank object

Gender it’s interesting to explore whether gender plays a role in a customer leaving the bank object

Age this is certainly relevant, since older customers are less likely to leave their bank than younger ones int64

Tenure refers to the number of years that the customer has been a client of the bank. Normally, older clients are more loyal and less 
likely to leave a bank

int64

Balance also a very good indicator of customer churn, as people with a higher balance in their accounts are less likely to leave the 
bank compared to those with lower balances

float64

NumOfProducts refers to the number of products that a customer has purchased through the bank int64

HasCrCard denotes whether or not a customer has a credit card. This column is also relevant, since people with a credit card are less 
likely to leave the bank

int64

IsActiveMember active customers are less likely to leave the bank int64

EstimatedSalary as with balance, people with lower salaries are more likely to leave the bank compared to those with higher salaries float64

Exited whether or not the customer left the bank bool

Dataset obtained from: https://www.kaggle.com/datasets/mathchi/churn-for-bank-customers

Dataset (“churn.csv”) consists of 14 columns and 10 000 rows 
- For Exited column: Converted “1 and 0” into “Y and N“ (→ ”churnmodified.csv”) 
- No missing values, no requirement for imputation 
- Only columns with integers and booleans used for modelling → df.select_dtypes(['number','bool'])



Exploratory Data Analysis - Correlations

Checking for correlations across columns with numerical and 
boolean type data 
- used df.corr() to check whether features are independent of 

each other 
- sns.heatmap(df.corr()) to plot heatmap of correlations 

Findings 
- Age-Tenure are ~0.50 positively correlated (i.e. Longer staying 

customers are generally older) 
- Balance and Number of Products are ~-0.25 negatively 

correlated (i.e. Higher number of products purchased, 
therefore lesser balance in account) 

- Customers who exited have correlations based on (1) 
CreditScore, (2) Age, (3) Balance, (4) NumOfProducts, (5) 
IsActiveMember  

RowNumber CustomerId CreditScore Age Tenure Balance NumOfProducts HasCrCard IsActiveMember EstimatedSalary Exited
RowNumber 1.000000 0.004202 0.005840 0.000783 -0.006495 -0.009067 0.007246 0.000599 0.012044 -0.005988 -0.016571

CustomerId 0.004202 1.000000 0.005308 0.009497 -0.014883 -0.012419 0.016972 -0.014025 0.001665 0.015271 -0.006248

CreditScore 0.005840 0.005308 1.000000 -0.003965 0.000842 0.006268 0.012238 -0.005458 0.025651 -0.001384 -0.027094

Age 0.000783 0.009497 -0.003965 1.000000 -0.009997 0.028308 -0.030680 -0.011721 0.085472 -0.007201 0.285323

Tenure -0.006495 -0.014883 0.000842 -0.009997 1.000000 -0.012254 0.013444 0.022583 -0.028362 0.007784 -0.014001

Balance -0.009067 -0.012419 0.006268 0.028308 -0.012254 1.000000 -0.304180 -0.014858 -0.010084 0.012797 0.118533

NumOfProducts 0.007246 0.016972 0.012238 -0.030680 0.013444 -0.304180 1.000000 0.003183 0.009612 0.014204 -0.047820

HasCrCard 0.000599 -0.014025 -0.005458 -0.011721 0.022583 -0.014858 0.003183 1.000000 -0.011866 -0.009933 -0.007138

IsActiveMember 0.012044 0.001665 0.025651 0.085472 -0.028362 -0.010084 0.009612 -0.011866 1.000000 -0.011421 -0.156128

EstimatedSalary -0.005988 0.015271 -0.001384 -0.007201 0.007784 0.012797 0.014204 -0.009933 -0.011421 1.000000 0.012097

Exited -0.016571 -0.006248 -0.027094 0.285323 -0.014001 0.118533 -0.047820 -0.007138 -0.156128 0.012097 1.000000



1a. Using Decision Tree Classifier - Confusion Matrix

True negative 
(“won’t churn”)

False 
negative

False positive

True positive 
(“will churn”)

0.400

0.825

0.363 0.846

0.740

F-measure(F1) = 0.381

74% accuracy using decision tree 
classifier model to predict whether 

customers will or will not churn

Specificity

0.825

Negative Predictive Value

0.846

Sensitivity (Recall)

0.400

Precision

0.363

Accuracy

0.740



1b. Checking Receiver Operating Characteristic Curve (ROC)

AUC Score

0.628

Only 12% better (62% minus 50%) 
than random parameters to predict 
whether customers will or will not 

churn



2. K-nearest Neighbours (KNN) fine-tuning using GridSearchCV

Best Estimator k=150 k=50 k=3

Best 
Parameters

algorithm ball_tree ball_tree ball_tree

n_neighbors 150 50 3

p 1 1 2

weights uniform uniform distance

Best Score 0.7963 0.7963 0.1723

GridSearchCV (estimator = KNeighborsClassifier(),  
  param_grid =  {'algorithm': ('ball_tree', 'kd_tree', 'brute', 'auto’), 
    'n_neighbors': [3, 50], #also included 150 to check whether 50 is enough 
    'p': [1, 2],  
    'weights': ('uniform', 'distance')},  
  verbose=1)

Accuracy increased from 74% to 80% using K-nearest 
neighbours classifier model to predict whether 

customers will or will not churn

GridSearchCV Results



3. Decision Tree Classifier fine-tuning using GridSearchCV

max_depth min_samples_leaf min_samples_split Accuracy

0 1 2 10 0.796224

1 1 2 20 0.796224

2 1 2 30 0.796224

3 1 3 10 0.796224

4 1 3 20 0.796224
DecisionTreeClassifier (max_depth=6,    
  min_samples_leaf=4,  
   min_samples_split=20,  
   random_state=42)

Decision Tree Classifier Model (w/o GridSearchCV) Accuracy Score = 0.755

Decision Tree Classifier Model (w/ GridSearchCV) Accuracy Score = 0.830

GridSearchCV (clf,  
  parameters,  
  scoring=scorer,  
  cv=5, 
  n_jobs=-1)

parameters = { 
              'max_depth':[1, 2, 3, 4, 5, 6], 
              'min_samples_leaf':[2, 3, 4],  
              'min_samples_split':[10, 20, 30] 
             }

GridSearchCV Results

Best Model Accuracy increased from 75% to 83% using 
decision tree classifier model with 

hyperparameter fine-tuning using GridSearchCV



4. Using pipelines to further cross-validate

fit_time score_time test_score

0 0.019080 0.353284 0.824535

1 0.008381 0.371959 0.832283

2 0.011123 0.391978 0.819982

Pipeline ([('scalar',StandardScaler()), 
                ('knn',KNeighborsClassifier())])

K-nearest neighbours (w/ pipeline) Accuracy Score = 0.832

GridSearchCV (estimator= Pipeline (steps=[ ('scalar', StandardScaler()),  
      ('knn', KNeighborsClassifier())]),    
 param_grid={ 'knn__n_neighbors': [3, 10, 30, 50], 
    'scalar__with_mean': [True, False]})

Best Parameter using 
pipeline and GridSearchCV

Pipeline (steps=[ ('scalar', StandardScaler()),  
  ('knn', KNeighborsClassifier(n_neighbors=10))])

K-nearest neighbours of 10 is the best parameter using a pipeline approach (vs. k=50 w/o pipeline) 

Cross validation using sk.learn_model_selection import cross_validate

Accuracy increased even slightly more 83% to 
83.2%



Summary

Discussion

• Highest accuracy was achieved using a K-nearest neighbours model (k=10) 
• Although using a Decision Tree Classifier Model (w/ GridSearchCV) yielded 

high accuracy (0.830), pipeline cross-validation using a K-nearest neighbours 
model yielded an even higher accuracy (0.832), which indicates the need to 
cross-validate when the underlying dataset has changed in values 

Decision Tree Classifier Model (w/o GridSearchCV) Accuracy Score = 0.755

Decision Tree Classifier Model (w/ GridSearchCV) Accuracy Score = 0.830

K-nearest neighbours (w/ pipeline and GridSearchCV) Accuracy Score = 0.832

Receiver Operating Characteristic Curve (ROC) Accuracy Score = 0.628

Confusion Matrix Accuracy Score = 0.740


